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This is the Amsterdam Vision for AI. A 
vision that came about through 
intensive discussions with Amsterdam 
residents, experts and colleagues 
from the Amsterdam municipality. 

Artificial intelligence (AI) is not new. However, its 
accessibility and applicability have increased enormously 
in recent years. Along with this comes a growing 
awareness that AI brings risks as well as opportunities. 
In particular, the rapid rise of generative AI shows how 
impactful AI can be on society.

Amsterdam has made a name for itself internationally 
as a government that deals creatively, critically and 
progressively with technology. This critical attitude helps us 
look for the best way to give technology a place in the city. 
We do not see technology as an end in itself, but as serving 
our way of life. We want to make the city, together with 
the people of Amsterdam, a future-proof, sustainable and 
pleasant place to live.  

In Amsterdam’s case, we are certainly not out of the 
woods yet, and we have yet to find answers to many 
questions. Technology is developing rapidly. Having 
the conversation about AI and how we deal with it is 
something we need to keep doing. That resonates with 
how we deal with digitisation - as you can read in our 
Agenda Digital City 2023 - 2026 - and thus also in 
this vision. 

The talks therefore focused on the question:  
‘What does AI mean for life in the city - and beyond?’. 
Due to the complexity of technology, it is not as easy for 
everyone to talk about it. Yet we are all experts through 
experience in what makes a fine way of living in the city. 
I am therefore proud that young and old, entrepreneurs 
and students, residents from different parts of the city, 
colleagues and experts, knowledge institutions and 
institutions have all contributed to this vision of AI.

With this vision, we create a shared ground, on which 
we can continuously work together within society and 
municipality to determine the direction we want to take with 
AI. In the vision, we demystify AI, because it is not magic, 
but an intensive form of automation. We do not see it as a 
technology that can replace human intelligence, nor as an 
existential threat. However, there are legitimate concerns 
and issues. The vision helps the municipality deal with 
technology responsibly. It serves as a solid foundation for 
the choices we make to ensure residents of Amsterdam 
are supported where necessary. And as a framework 
for everything related to artificial intelligence within the 
municipal organisation: where do we deploy AI and what 
should we be cautious of?  

The vision also shows that we do not yet know exactly 
how things will turn out; we need to stay alert and keep 
talking to each other. This moral thinking framework with 
guiding principles helps us relate to developments. We also 
follow developments in other governments, such as the 
government-wide vision on generative artificial intelligence 
(AI), and we also work intensively with the central 
government to leverage our experience for national and/or 
European laws.  

The conversation certainly does not stop after this vision. 
While reading it, I would like to invite you to think with us 
about what AI means for life in the city - and beyond. That 
way, we in the city will develop a shared understanding on 
AI and we can permanently improve it together. Always 
with a focus on humans. After all, that is what our city 
stands for. 

—  Alexander Scholtes, alderperson IT & Digital city

Foreword  
by the alderperson

https://www.rijksoverheid.nl/documenten/rapporten/2024/01/01/overheidsbrede-visie-generatieve-ai
https://www.rijksoverheid.nl/documenten/rapporten/2024/01/01/overheidsbrede-visie-generatieve-ai
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This is a vision for AI. The result of conversations with citizens, 
officials and experts on fundamental questions to reach 
fundamental principles that ultimately form the basis for an AI 
Agenda. On the principles described in this AI vision, the AI 
Agenda will define concrete lines of action, actions and measures. 

O1  

A vision for AI 

AI
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O1  

A vision for AI 

AI
While this may not make this document seem concrete, 
it is precisely the principles based on a collective 
understanding of AI that provide the tools to build the AI 
Agenda with the right focus and confidence.  

This vision document guides the choices we make on this 
topic in the municipal organisation. It is a conversation 
starter for the ongoing dialogue with partners and society 
on the impact of AI on Amsterdam.  

As a municipality, we are obviously not the only ones in 
the world dealing with such insights. However, the insights 
in this document are closer to the Amsterdam mindset and 
public values. 

In addition, we naturally follow the national vision for AI 
and also work intensively with the central government to 
give meaning to national or European laws and regulations 
from our practice.  

1.1	Why a vision for AI

The use of AI offers the municipality opportunities to 
improve services. AI is a decades-old field of research into 
automating human skills. Thanks to recent breakthroughs 
in data availability, storage and computer speed, there 
are now new applications that go beyond automating 
decision rules. Examples include prediction making, 
classification and even generation of entirely new content 
such as text, audio and video. The underlying models are 
also developing at lightning speed, which is reflected in 
how quickly AI can now be deployed in new areas and 
with new applications as well.

This creates risks and new questions: who makes these 
applications and how do they do it? How intelligent, 
reliable, neutral, accessible or fair is AI? Who does it 
belong to? And for whom? What is its impact on our life 
together? An understanding of AI is necessary to answer 
these questions. This vision outlines what AI is, where the 
dilemmas lie, and sets the stage for responsible use of this 
technology in our city.

This vision provides direction on how we see, understand 
and use AI both inside and outside the municipality.  

‘We are a city where there is room for 
diversity and individuality and where 

we make sure everyone can keep 
up. Where creativity, innovation and 
entrepreneurship contribute to the 

prosperity and well-being of us all. This is 
how we build a social and sustainable city 
together. Your city. We hope you will join 

in so that together we can shape the future 
of Amsterdam.’ 

 
(Coalition Agreement 2022-2026)

All this is on top of legislation we are obliged to comply 
with as a municipality. So with this vision, we are not only 
thinking about what we are allowed to do, but also what 
we want with AI. 

1.1.2 Definition of AI 
The definition of artificial intelligence (AI) is fodder for 
debate. We use the European Union’s definition, as set out 
in the AI Regulation:

�‘AI is a machine-based system that is designed to operate 
with different levels of autonomy and can exhibit 
adaptability once deployed, and that, for explicit or 
implicit purposes, derives from received inputs how to 
generate outputs such as predictions, content, 
recommendations or decisions that may affect physical or 
virtual environments.’ 
	 (AI Regulation)

In this definition, the terms autonomy and adaptability are 
important terms. This is because these indicate that, unlike 
simple computational rules, an AI system is capable of 
working with different levels of autonomy.

https://eur-lex.europa.eu/legal-content/NL/TXT/HTML/?uri=OJ:L_202401689%22%20%5Cl%20%22d1e5418-1-1
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As a simple example, take a robotic hoover. The lowest 
level of autonomy would be a robot that simply vacuums 
in a straight line until stopped by the user. By allowing 
the robot to vacuum in certain patterns or follow specific 
routes, autonomy increases slightly. Even more autonomy 
is obtained when the robot itself can decide to avoid 
obstacles (such as chairs or toys on the floor). The next 
step of autonomy is when the robot learns to optimise 
its path, for example by identifying areas that are always 
dirtier than others. And at the top is the robot hoover 
that can make all cleaning decisions on its own, including 
calling in human help when the bin is full or the brushes 
need replacing.
 
AI can adjust its behaviour based on observations during 
use. In the example of the robot hoover, it can adjust 
its route to avoid furniture, or learn to vacuum harder in 
certain areas that are more frequently dirty.  

Generative AI, such as ChatGPT, generates new texts, 
images and sound. Based on patterns in huge amounts of 
analysed data, this methodology of AI returns content. 
This is difficult to distinguish from human content. 

1.2	For and with Amsterdam’s residents

To formulate the vision for AI, we entered into discussions 
with residents from all parts of the city. We interwove 
their knowledge and wisdom with that of professionals, 
experts and colleagues. This makes the vision process an 
immediate application of the ambition to put people at 
the centre of our policy.

As the coalition agreement states: 

‘...there will be a greater focus on resident participation... 
We hope you will participate in order to shape the future 
of Amsterdam together.’
 
(Amsterdam Agreement, 2022-2026).

 
The dialogues with residents show how strongly the 
impact of this technology is felt by all, where concerns 
and opportunities lie. And they also show that there are a 
lot of issues to discuss together in the future. 

1.3	A human-centred vision for the city

AI can contribute to the values outlined in the Digital City 
Agenda: human, reliable and future-proof. But how can we 
best deploy technology in line with these? 
The following sub-chapters show how, through these 
values, we arrived at the principles you can find at the end 
of this vision.  

1.3.1. Issues and challenges 
AI has the potential to have both positive and negative 
effects on coexistence in our city. Therefore, it is crucial 
that, together with residents, we strive to harness the 
positive effects of AI and mitigate its harmful effects.

We are also looking at the technology itself. What is the 
reliability of AI and how can we increase it? We zoom 
in on the accessibility of this technology, including who 
has access to the benefits and who experiences the 
drawbacks. For instance, AI can put democratic values 
under pressure. So we will have to be critical of the 
technology as a possible solution.  

But the impact on our climate and living environment must 
also be taken into consideration when using AI. The use 
of natural resources and the physical habitat required 
to train and use large AI models takes a big toll on our 
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planet. And then there is the dependence on Big Tech. 
After all, the concentration of power lies with a small 
number of companies, which means they have an 
increasing influence on Amsterdam society and the loss 
of knowledge and skills in their own organisations.  

1.3.2. The solution: a new framework for thoughts 
Technology is often labelled as inevitable without 
considering possible negative consequences or 
the disruption of existing structures. This creates a 
limitation on what can be discussed to arrive at a proper 
consideration. We do not want to impose this limitation 
on ourselves in advance. 

To have a meaningful conversation about AI, we need 
to understand how it affects our lives within a historical, 
economic, ethical and social context. This does not 
make developing a vision easier, but it does make it 
more comprehensive. 

For many of the issues surrounding AI, easy answers 
may be formulated, but then you ignore the moral 
dilemmas underlying them.
 
For instance, we can use AI to optimise freight transport 
through the city and reduce emissions, but how much 
energy does it take to train and run such a model? 
Or we can make decisions based on city data that are 
good for the average citizen of Amsterdam. But what do 
we do with the birds of paradise that don’t count in this 
kind of model? 

These are moral issues. How we look at them determines 
what we will do. We need a different way of thinking, to 
relate to an impactful technology like AI. Only then we 
can make the right decisions in these dilemmas. 

1.3.3. Guiding principles 
How do we integrate this new framework of thoughts 
into our organisation and the city? In doing so, we 
follow the values we identified in the dialogues, which 
are in line with the Digital City Agenda: people-centred, 
reliable and future-proof. These values give direction in 
how we can responsibly deal with artificial intelligence. 
Technology should serve people and the community.  

‘Develop AI in solidarity; do not exclude 
anyone.’

(Dialogue participant in Amsterdam Southeast)

With these guidelines, we provide a handle for the daily 
big and small decisions we make as an organisation and 
as a city to make Amsterdam a place where it is healthy 
and good to live.

1.3.4. Philosophical approach 
To have a meaningful conversation about AI in the city, we 
need to understand how it affects our lives. Not only on a 
personal level, but also in social context. 

The Socratic Design method was applied to reflect 
collectively on ourselves and the stories of our society 
with calmness and attention. Where do our beliefs come 
from? Which ones do we want to let go of and which ones 
do we want to continue in dealing with AI? The questions 
from the discussion group guide the conversation, in 
which we arrive at new insights by listening carefully. 
The concrete questions and human experiences provide 
practical philosophical insights about the value of AI and 
the issues that arise with it. Thus, letting AI be supportive 
of a good existence. 

In a series of dialogues, we explored what good 
practices are from this approach so that people and their 
organisations can work together to realise them.
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Issues

O2  

Currently, citizens of Amsterdam already face AI on a daily basis. 
When shopping online, navigating through traffic or while talking 
to friends on social media. Artificial intelligence affects citizens of 
Amsterdam in many ways and this is only likely to increase. 
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O2  
AI has enormous potential for Amsterdam. It is good 
at tasks that require big data and pattern recognition. 
It can automate routine tasks, perform analysis, make 
predictions and optimise processes. This offers a number 
of useful applications for the city, today and in the 
near future. 

We unlock our past by making old archives readable 
with AI, we are more likely to detect heavy objects 
on vulnerable quay walls, and we perform preventive 
maintenance on machines and buildings based on models, 
instead of expensive or dangerous observations. But we 
can only realise this potential if we do it in the right way. 
In doing so, we want to stay sharp on risks of AI affecting 
humanity; for instance, there is a risk of confusing human 
intelligence with artificial intelligence and turning 
creativity into statistics.
 
There are also risks associated with the scale and power 
of this technology. For example, we are already seeing a 
huge increase in fake content, scams, as well as the drain 
on natural resources to enable this technology. These 
observations are at odds with the goals Amsterdam has 
set itself in making a safe and sustainable city. We also 
see the risks of more exclusion of already marginalised 
groups, as choices based on data will not represent 
everyone equally. 

Fortunately, here the citizens of Amsterdam can rely on 
European, national and local legislation complemented 
by Amsterdam policies. At the European level, the AI 
regulation is currently in force, in addition there are 
existing agreements within the City of Amsterdam on 
how we deal responsibly, fairly and transparently with 
algorithms, of which AI is a form. Everything described in 
this vision is on top of legislation that we as a municipality 
are obliged to comply with.

From the dialogues, we have formulated a number of 
issues, which we outline and analyse in the following 
paragraphs. 

2.1. The good life

It is the ultimate question: what is the good life? If we 
want to use AI for the good, what is ‘the good’? This is 

partly enforced through the AI regulation that addresses 
the values we have as a European Union on human 
rights. What is good for the Amsterdam citizen must 
be determined together. The good life includes human 
beings having access to basic services such as safety, 
autonomy, self-determination, equality and friendship, 
with accessibility for all being key.

‘What I think people like about living in a 
city has little to do with technology.

What makes sense is that the things that 
make the city attractive are accessible to 

everyone.’

(Dialogue participant in Amsterdam South)

In addition, a good life for people is only possible through 
good connections with other people and the environment. 

‘Connection is nice. We need authentic 
places where people come together, 

brainstorm and feel at home, as opposed 
to talking to a chatbot behind a screen.’

(Dialogue participant in Amsterdam North)

These are values that are not automatically promoted 
by AI, and we will need to understand, master and 
consciously deploy the technology to ensure that AI does.

2.2. What is intelligence?

The term intelligence is actually too broad for AI. Unlike 
humans and animals, AI includes only two aspects of 
intelligence: logical reasoning (deduction) and probability 
(induction). It does not possess experiences, physical 
and emotional intuition. AI is mainly algorithms that can 
classify, predict, recognise patterns and generate using 
large amounts of data. So for now, the claim that AI is as 
intelligent as humans is only possible if we take a very 
narrow view of human intelligence.
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‘Intelligence is the ability to act with 
intention in a social context. Here, human 

intelligence is distinguished by self-
awareness and the capacity for (self)

reflection. AI is only able to simulate this 
form of intelligence and creativity.’ 

een sociale context.  
 

(Dialogue participant in Amsterdam South) 

‘Intelligence is doing something or 
not doing something with a certain 

understanding. It is therefore important 
to what we do something for, the purpose. 

It is thus extremely context determined. 
A dog can find a truffle very easily in a 
space like this one we are in, for us it is 

much more difficult. So in that respect, the 
dog is intelligent in this context with that 

purpose.’
 

(Expert dialogue participant) 

‘We constantly talk about reacting to our 
environment. Being self-aware involves 

rising above that and asking the question, 
what am I actually doing here? Are trees 
that can communicate with each other 

over water intelligent or not? Not in this 
definition, because these trees never ask 
themselves: what should we actually do 

with this water and do we want it?’

(Expert dialogue participant)

We therefore choose to view the development of AI not as 
a replacement for human intelligence, but as a technology 
that can automate and simulate parts of human knowledge 
and ability.

2.3. Reliability  

Reliability is essential in AI because it determines whether 
the outcomes of an AI system are consistent, accurate 
and predictable. This directly affects trust in AI and the 

decisions based on it. If AI outputs are not reliable, 
wrong decisions can be made, which can have serious 
consequences for people.
Specific issues around reliability of AI are:

Decrease in control and understanding  
•	•	 Complex AI models, such as those for generative AI, 

are by definition not transparent or limited. It is often 
impossible to know exactly how they work. Therefore, 
the benefits of using them will always come with a 
limited understanding of how they work.

Reliability of output  
•	•	 AI systems are as reliable as the data it is trained on. 

Biases and errors in the data can lead to unpredictable 
and undesirable results. Therefore, it is important 
that training data is public whenever possible and 
mechanisms for data validation are implemented with 
experts. 

•	•	 AI models generate convincing but sometimes 
incorrect answers. They are statistical models that 
have no notion of right or wrong. Amsterdam is 
experimenting with generative AI, and it seems to 
partially eliminate these problems but it remains 
important not to fall into anthropomorphism; 
attributing unique human characteristics to a machine 
or system. Machines do not think, reflect or reason. 
And the use of the word hallucinate is also incorrect in 
this context. 

Disinformation
Disinformation poses a significant risk in the age of 
artificial intelligence. AI systems can unintentionally 
contribute to the spread of false or misleading information 
by using and disseminating source data that has not been 
truth-checked. These risks are amplified by the speed 
and scale at which AI can generate and disseminate 
information.

Need for expert-in-the-loop
AI can interfere with autonomy and self-determination. 
The common thread in all dialogues with residents is that 
something is lost when technology takes over tasks from 
people. According to them, the only convincing way AI 
contributes is side-by-side with experts. An expert has to 
weigh up when AI is desirable, whether the outcomes are 
reliable and whether the costs outweigh the benefits. 
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‘You shouldn’t let puppies play 
with hyenas. AI is moving fast, if we want 

to be influential, experts need to be there.’

(Dialogue participant in Amsterdam Southeast)
 

In decision-making around AI, trustworthiness in the 
broadest sense must be part of it. Trust, understanding 
and integrity are essential there, we don’t lose sight of 
that. We have a grip on the use of AI; we understand what 
it is for, can explain why and how we use it, and check 
accuracy and reliability with those involved.

2.4. Neutrality 

AI is created in society and also shapes society. It is not 
neutral, just like the way a society is not neutral. This 
enters our AI models via biases - or prejudices. AI’s biases 
reinforce unequal treatment, our own human biases and a 
one-sided view of the world.

‘It’s pretty intense. AI is what we put into 
it. It is actually what we are. So if we are 

not aware of who we are, we repeat it, but 
on a large scale.’

 
(Dialogue participant in Amsterdam North)

 
Biases enter AI through biased or unrepresentative 
training data, design choices by developers, and 
misinterpretation of context. In addition, feedback loops 
and interactions with users can reinforce existing biases.

Data is often seen as an objective reflection of reality, but 
in fact it is only a part of the whole. Not everything of value 
can be captured in data. Available measurement methods 
and instruments determine the nature and extent of the 
data collected. What is measured, the analysis methods 
used and the interpretation of the results depend on what 
researchers or companies consider important, but also, 
for instance, what funding is available. Data are not neutral 
commodities lying around waiting to be found. They 
provide a constructed representation of reality and are 
influenced by human assumptions and limitations.

When deploying data and AI, we ask who benefits 
and who is out of the picture. And, when designing 
and using AI, have an eye for possible biases and how to 
counter them. 

2.5. Accessibility

Accessibility in AI is not only about the technical ability 
to use AI, but also about who has access to the benefits 
of AI and who experiences the disadvantages. If you 
apply technology equally to everyone, without taking 
into account existing inequality, you are likely to increase 
existing inequality. Applying technology fairly is seen as 
crucial by residents. 
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‘There are different groups in society and 
they have different circumstances.
And if you implement one thing, it 

completely ignores the fact that those 
groups have different circumstances. 

And therefore what you come up with 
doesn’t arrive the same,because each 

group has something different. You would 
then have to apply AI in an unequal way to 

get more equality.’

(Participant dialogue Amsterdam Noord)

AI can make our hidden considerations and biases visible. 
Moreover, we can use it to share more stories and insights. 
The democratisation of technology is important in this, so 
that the diversity of insights is seen.

‘If you look at the Bijlmer only through 
the data, it looks like a place of poverty, 

violence and crime.This story is not true. By 
having data on togetherness, for example, 
you can change this. AI can help generate 
a positive image of the Bijlmer. Presenting 

ourselves accuratelyto the Netherlands 
will lead to acceptance. By providing the 

right information to AI, AI ensures that the 
world gets to see the right story. But then 

we have to create the AI ourselves.’
 

(Resident to dialogue in Amsterdam Southeast)

We strive for equity of opportunity, including when 
deploying AI. We use AI inclusively. We take into account 
the differences between individuals and groups, without 
losing sight of equality.

2.6. Justice

Technology is not simply the engine of progress. Which 
solution actually gets us where we want to go? In recent 
years, we have seen how technology has led to injustice. 
Think of the surcharge affair.

Artificial intelligence can put democratic values under 
pressure because the output of AI models can vary for 
different citizens or employees, putting legal certainty at 
risk. Application of artificial intelligence calls for attention 
to possible effects on privacy of citizens or employees.  

Shifting knowledge and responsibilities to external 
companies and/or unaccountable AI can also affect the 
transparency and accountability of government decisions. 
It often makes decision-making impossible to explain to 
citizens. This affects fairness.

Thereby, the automation of tasks changes the dynamics 
of work and society, creating new opportunities but 
also ethical issues. We may be able to design tasks more 
efficiently and effectively, but we are depriving people of 
meaning and income in the process. 

‘I think there is going to be more poverty 
because of AI. That the government is 
going to pay more attention to a lot of 

other things. That people have to do less is 
not good. Because there is no real life in it.
If everything is made by robots, then you 
will have more to do with robots and also 

have less contact with other people.
That’s not a good life.’

 
(Primary school group 8 dialogue participant)

We deploy AI justly. What is equitable is part of a social 
dialogue. With and in the community, we facilitate a 
physical and digital infrastructure to enable this dialogue. 
City residents are the most sensitive senses to help 
determine together what is equitable use of AI and what 
is not.

2.7 Climate impact

AI is enormously laborious and therefore consumes a lot 
of energy. This applies not only to extracting necessary 
materials from the earth to produce computers and data 
centres. Training AI also requires a lot of energy. This leads 
to a lot of CO2 emissions. Artificial intelligence therefore 
contributes to accelerated global warming. 

The rare and finite amount of raw materials is at stake in 
international conflict. Mining them, for instance, damages 
historical rights of residents who have to leave to make 
mining possible. Moreover, mining pollutes and damages 
the natural environment and creates working conditions 
we do not consider acceptable.
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‘Before going ahead with AI, we should 
actually develop a much larger, and 

renewable energy source first. That’s what 
science should focus on first.’

(Dialogue participant in Amsterdam South)

We should include AI’s impact on climate in considering 
when and how we use AI.

2.8 Independence Big Tech

The influence and power of Big Tech in the field of AI is 
great and growing, and it is steering towards ever greater 
dependence. Big tech companies not only dominate 
the market but also influence more and more aspects of 
our daily lives. These companies manage huge amounts 
of data and develop advanced AI systems that are 
crucial to sectors such as technology, healthcare, finance 
and transport. Because of this power of Big Tech, big 
technology companies are getting more and more say in 
how our society works.

On the one hand, this dependence brings benefits 
such as efficiencies, centralisation, standardisation and 
easy access to advanced services. On the other hand, 
dependence on Big Tech and AI also brings challenges.

There are concerns about:
•	•	 Agility: can we still adapt technology to our context?
•	•	 Confidentiality: who has access to our data and is the 

official and political process still confidential?
•	•	 Resilience: can we adapt quickly in the event of              

a disaster?
•	•	 Concentration of power: Concentration of economic 

power in a small number of technology companies.

Popular AI models - including generative AI - are trained 
on internet data, including copyrighted and personal 
information. Lawsuits are pending against organisations 
like OpenAI for using such data without permission, 
raising legal and ethical questions.

‘Very different perspectives are possible.
The perspective in which we can actually 
address the real problems, namely with 
the data that we as humans currently do 

not have about ourselves, nature and 
things around it.’

 
(Expert from the dialogue in Amsterdam South)

The scale and resources needed to train a good working 
model are enormous. Only a handful of parties in the 
world can do it. Amsterdam is not such a party and 
we will remain dependent for a long time if we want 
to use these technologies. That does not exempt us 
from working on alternatives and actively investing 
in or building on them. And to continue to make 
explicit choices regarding independence and pursue 
independence in them.
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Framework of 
thoughts

O3  

Starting from the issues, we now turn to the framework of thoughts 
underlying our guiding principles. Many different solutions are 
conceivable for the issues from the previous chapter. In particular, 
they are moral issues that require careful decision-making.

How we look at what the good life is, and what the important 
values are, determines what we will do. So we need a conscious 
way of thinking, to relate to an impactful technology like AI.
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Framework of 
thoughts

O3  3.1. Values

Values are not laws, not a checklist and not a recipe. 
Following values is something that takes place 
continuously, immeasurably and almost invisibly. Values 
constantly guide our actions. To make the right choices, we 
need to know what our values are. The city’s public values 
are relevant here, as well as the values that emerged from 
the dialogues with Amsterdam residents.

As a city, we know many public values, including those 
explicitly mentioned in the coalition agreement. For 
example, we have been putting the city’s values at the 
heart of technology since 2017 with the inclusion of the 
Tada manifesto in the coalition agreement. We recognise 
that there are values in technology and we choose 
to embrace - also in the field of AI - the Tada values: 
legitimate and controlled, open and transparent, of and 
for everyone, inclusive, empowerment and with the 
human touch.

Within the Digital City Agenda, we have also identified 
values that contribute to the careful deployment of 
digitalisation: Human, reliable and future-proof.  

Dialogues with Amsterdam residents show the importance 
of curiosity about humans and how AI can serve good 
human interactions and experiences. In this, we assume 
human dignity, the value of human interactions to our 
social being and our harmony with nature. This assumes 
democracy: we can decide together how we want to live.

3.2 Presuppositions

The values we use are based on presuppositions we have 
as individuals and communities. These presuppositions 
determine our reality and thus what we consider important 
and what we do not. Different presuppositions thus lead to 
a different story to different values and thus to a different 
design and use of AI. 

When we take other presuppositions as building blocks of 
our new story, we can change ourselves and society. Those 
presuppositions should reinforce humanity and fit the city.

Below are some shifts of presuppositions that emerged 
from the dialogues and is by no means an exhaustive list of 
possible shifts. 

The Municipality’s framework of thoughts for this vision 
moves and requires continuous reflection on shifting 
assumptions and underlying values. As we gain more 
visibility on how we do want to look at the development of 
AI, our insights and principles become more solid. 

 
How do we not want to look 

at the development of AI?

 
How do we want to look 
at the development of AI??

Technology central Human central

Technology is neutral Technology is value-loaded

Everything must be done in 
the most efficient way possible

Public values are central 
to the city

Technology defines you Technology in which you decide

With technology, you can 
solve anything

Systemic problems are 
amplified by technology

AI getting smarter 
than humans

AI can never replace 
human intelligence

15
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O4  

Considering the issues, values and assumptions, we see the 
following principles as guiding in shaping and applying AI in 
Amsterdam; human-centred, reliable and future-proof.  

The principles listed below are guiding in shaping the AI Agenda.  
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Guiding 
principles

O4  4.1. Human-centric

Amsterdam takes its role seriously as one that reinforces 
human values in society. For instance, chatting to a 
machine is in some ways similar to talking to a human. 
Sometimes it is even more pleasant. But it is essential not 
to forget that this is a simulation. Humans and humanity 
should never be lost in the use of AI in the city.

Principles
•	•	 AI is not an end in itself, but a means.  
•	•	 When applying technology, we make a trade-off 

between what we gain from it and what we lose in 
terms of humanity with automation. 

•	•	 We do not see AI as a replacement for human 
intelligence, but as a technology that can automate and 
simulate parts of human knowledge and ability.

•	•	 Residents’ experiences are an important source of 
knowledge. When developing AI, we involve different 
perspectives.

•	•	 We conduct ongoing research on the effects of AI on 
the city. We do this partly with the help of Amsterdam 
residents and partners in the city.

•	•	 People’s quality of life depends on the quality of their 
interactions: with each other, with the environment, 
with their work. The deployment of AI should therefore 
contribute to good human interactions and not make 
them worse.

•	•	 In line with the Open Government Act, we are 
transparent about deployment of AI. In doing so, we 
are extra keen on the actual costs of using AI and make 
dilemmas explicit. 

•	•	 We do not automate away valuable human interactions, 
without scrutinising the entire process and adding 
human actions and interactions where necessary.

4.2 Reliable

When applying and deploying AI in the city, it is essential 
to keep an eye on the digital rights of the citizen of 
Amsterdam, the integrity of the technology and thus its 
reliability. 

AI enables further digitalisation of the interaction 
between the municipality and the Amsterdam citizen. This 
other form of interaction with the citizen must always be 
reliable and with integrity. 

For this reason, it is important to be clear where, how 
and when we use AI, and set clear boundaries using the 
principles below.

Principles
•	•	 We always apply the applicable frameworks for 

digitisation, such as privacy laws and frameworks 
applicable to AI. Because of the specifics of AI, some 
frameworks are added such as the AI Regulation.

•	•	 We are mindful of the effects on digital rights through 
deployment of AI. Through the Grip on Technology 
action plan, we protect citizens’ digital rights when 
data and technology are deployed.

•	•	 Tada values for responsible handling of data are also 
leading in applications of AI.

•	•	 We do nothing without learning and reflecting. We 
want to know how AI works and the world behind it. 

•	•	 We want to use AI in a valuable way, so then our data 
has to be of high quality and properly accessed. 

•	•	 We use AI in a context where an expert can value the 
results if the context demands it. We want not only a 
human in the loop, but also an expert in the loop.

•	•	 We are mindful of possible biases when using AI and 
take measures to counter them. 

•	•	 Every new AI application is argued in line with this       
AI vision.
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4.3 Future-proof

When we say future-proof, we are talking about 
sustainability, future-proofing the city and being 
mindful of the need for AI knowledge and expertise 
within the municipality.  

Principles
•	•	 We think of AI as intensive automation. It is intensive 

because it requires a large commitment of labour, 
capital, raw materials and energy to do so. The required 
use of materials and energy and its effects on people 
and planet is part of the consideration when we deploy 
AI or not.

•	•	 We strengthen the knowledge ecosystem around 
responsible technology.

•	•	 The use of AI is a skill that has to be learned, which 
is why we need to start working on education and 
training for both Amsterdam residents and municipal 
employees. In addition to data literacy, AI literacy will 
be an area of focus.

•	•	 We want to reduce digital inequality and ensure that 
citizens of Amsterdam have the knowledge and skills to 
consciously use artificial intelligence.

•	•	 We maintain our independence from the big technology 
companies as much as possible. We work where 
possible with flexible contracts, agnostic set-up and 
design and prefer open source initiatives.

•	•	 We have an eye for developments on AI and are aware 
of the impact of these trends and developments on the 
city and the Amsterdam resident.



In conclusion, this is  Amsterdam’s vision for AI.  We are building 
the future of this city on a  realistic deployment  of this technology 
and contributing to a  hopeful  story where we are committed to a 
city for all. This requires us to recognise that AI has a major impact 
on our society. This technology is already part of our lives and the 
impact is only expected to grow.  

We see AI as  intensive automation  rather than (super)
human intelligence. Intensive because it requires a large 
commitment of labour, capital, resources and energy. 
Automation because it can quickly perform complex 
operations that would take humans a lot of time and 
effort.  

We must be able to  decide for ourselves how this 
technology  defines us. This applies to its deployment, 
but also with regard to the human effort, resources 
and natural resources needed to make this form of 
automation possible.

The vision provides direction from the social dialogue 
to determine strategy in each social domain on how to 
create opportunities in a  responsible and safe way.  
Within the Amsterdam municipality, we want to make 
room for the  careful learning, experimentation and 
application  of artificial intelligence. There must be a 
constant alignment between what humans and the city 
want and what an AI system does and can do. There is a 
tension there, requiring a careful approach to  develop 
human-centric AI.  In doing so, we go beyond what 
legislation requires of us and make conscious choices 
where technology is a good fit for the problem and 
where it is not.

Whether the city will benefit from far-reaching 
automation we look at on a case-by-case basis and are 
constantly tested. By not going along with the fairy tale 
of superhuman intelligence, but by taking intensive 
automation as a starting point, this becomes possible. We 
put this technology where it belongs:  serving people and 
the community.

We can start doing that right now. We are laying the 
foundation for our future  today and  taking charge. 
That future is uncertain, but hopeful. Amsterdam residents 
themselves determine the future in which they want to 
live, let our children grow up and welcome new citizens 
of Amsterdam.  

And sometimes AI can help with that.
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Uitgave gemeente Amsterdam,  

november 2024

Contact: Gemeente Amsterdam

Directie Digitalisering en Innovatie

innovatie@amsterdam.nl
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